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Introduction
and
Motivation




I Why a Deep Learning Model Is
Intellectual Property (IP)

Deep learning models are often the product of extensive
research, engineering, and computational resources:

Data Collection & Labeling

Architecture Design and Hyperparameter
Optimization

Training Costs

4 of 22



What side-channel attacks try to extract?
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Side-Channel Attacks



What is a Side-Channel Attack?

« Side-Channel Attack (SCA):

An attack that extracts sensitive information by observing
unintended physical or microarchitectural signals during
computation.

* Input —» Hardware — Leakage — Attacker Analysis



I Side-Channel Attacks: A Taxonomy Overview
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EM and Power Analysis



Architecture Extraction with EM and Power Analysis
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Parameters Extraction with EM and Power Analysis
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Input Extraction with EM and Power Analysis
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Defenses Against Power and EM Side-Channel Attacks

* Masking — Like putting sunglasses on your data

* Hiding — Make everything look the same

e Randomization —Shuffle the steps every time

* Noise Injection — Add fake noise to drown the real signal

e Shielding and Filtering —Build a physical wall



Cache Side-Channel



What is a Cache Side-Channel Attack?

Pic Source: [35]
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Cache Side-Channel Attacks

 Flush+Reload

e Prime+Probe

Attacker

-)

Shared Cache Line

Victim
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Architecture Extraction- Cache Side-Channel

* GEMM (General Matrix Multiply) - BLAS

One GEMM call (unique shape)

Likely a Fully Connected layer

Repeated GEMMs (same shape)

Likely a Convolution layer
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Defenses Against Cache Side-Channel Attacks

* Cache Partitioning
* Cache Randomization
* Decoy & Dummy Operations

* Timing Noise Injection



Cache Side-Channel Attacks Detection

» Performance Monitoring Counters (PMCs)

e Perf profiler:

e LLC-load-misses
e LLC-loads

* |nstructions



Open Research Directions

LSTM, Transformers, DML

GPUs

Hybrid software and hardware Attacks and defenses

Watermarking and Ownership Techniques Robust to
SCAs
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* Goals

e Attack flow

* EM and Power

e Cache

e Defense and Detection
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ATTACK TYPES (What the attacker tries to do after collecting info)

Membership Model Model

Objective | Evasion  Poisoning Inference Inversion Stealing
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e Params

Example Ba rraCU DA  GPU (nvidia jetson)

* EM

* They know Arch

* Collect 15 million trace over 10 days
* TVLA

* CEMA



® Mlass-CPU

Example: Cache Telepathy - arcH

e Flush+Reload and Prime+Probe

Structure Hyper-Parameter Value
. . FC network # of layers # of matrix muls
- GEMM (Ge neral Matrix Multi P ly) -BLAS FC layer; Ni: # of neurons n_row(6;)
- - Conv network # of Conv layers # of matrix muls /B
One GEMM call (unique shape) Likely a Fully Connected layer Conv 1 - Do % of filier —
Repeated GEMMs (same shape) Likely a Convolution layer onv layer; i+1: # of hilters n_row( I )
R;: filter n_row(in])
* itcopy() — copies rows from left matrix width and height' n_row(out;_;)
' . . P;: padding difference between:
* oncopy() — copies columns from right matrix n_co!(our;_l )f.n_col(in’;}
¢ kernel() — does the actual math (multiply) Pool; or pool or stride ~ . | n_col(out])
Stride; | width and height n_col(in, )
a, a, a, b, b, b, c, ¢ ¢ DNN ResNet-30 VGG-16
a, a, a b, b, b |=|c c e Original: No Cache Telepathy || >6x10% | > 5.4>§ 1012
Flush+Reload OpenBLAS 012 16
a, 3, 3, b, b, b C;, € G MKL 6144 64
B o I - . OpenBLAS 512 16
Prime+Probe MKL SIS 1936
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Example: DeepCache

DNN Compiler

Trace: .
Time S5et8d Setl Set? ... 5etN
t1 1 1 8 1
t2 1 a8 8 1

First: LoopO -> Detects layer boundaries ->
Autoencoder + ConvLSTM (Anomaly Detection)

Second : LoopO -> Identifies each layer type and
hyperparameters->ResNet (Contrastive Learning)

® CPU
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® CPU
AES or RSA

Example: Hybrid Deep (Detection)

* Flush+Reload and Prime+Probe

* Performance Monitoring Counters (PMCs)

* Perf profiler:
* LLC-load-misses

e LLC-loads

* |nstructions

* 6 different deep learning models (Hybrid CNN+LSTM )
* 99.96% accuracy on AES + Flush+Reload

o Still 96-99% accurate even on harder Prime+Probe + RSA combinations



EM and Power Analysis

Feature SPA DPA
Number of traces needed 1 Many (100s to 1,000s)
Requires input knowledge 2 No L Yes
Requires weight/key guessing X No L Yes
Uses Hamming weight X No L Yes

Complexity

Simple visual inspection

Statistical analysis + modeling

What it reveals

Operation types (e.g., layer info)

Actual values (e.g., weights,

inputs)
Resistance to noise Low High (averaging helps)
Attack type [ Passive L Passive
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* Arch and Params

Example: Reverse
* FPGA Accelerator

Engineering
* Memory
Direct Access
* Weights = CNN Accelerator
X IFM Untrusted ggﬁ ' % § — instructions Decoder + Dispatcher |*
Encryption/Decryption |+ OFM Memory System ) @ ntermediate
'1 2 Weights ) . results :
I - E‘i‘l'd@..ﬂﬁﬂ o ;E; _'D:D IFM On-chip |__Weights .
|I"I[:I'ut ﬂr-'EL L DRAM “% %q—u— _.D:D OFM Buffer FMAPSs PrE‘:;:?::Il.Irt‘g
CNN Inference = 5 A T T]{ Pool J{ReLu ] Array
“Protected” CNN Unencrypted
Accelerator Output Adversary
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* Arch.

I Example: Leaky DNN . GPU

e GPU Context switch

Victim VM Direct Access Spy VM
DNN Malicious
Model CUDA Code

Execution GPU Cloud InstanceSIdE Channel (CUPTI)
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